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OCP standardizes the communication and infrastructure in SoC designs and thereby ensures 
interoperability between the IP. Using OCP, SoC designers can analyze and evaluate various 
processor, interconnect, memory and peripheral IP alternatives during the sub-system or 
platform architecture exploration. While processors are mainly obtained by third-party IP 
providers, SoC designers differentiate their design by the overall SoC architecture, algorithms 
and the implementation of specific blocks. Those specific blocks are, to a large extent, 
hardware accelerators, where data-path and implementation have been the key differentiators. 
With the increasing data-rates, functionality and complexity of today’s standards for video 
and wireless, design efficiency and flexibility of those blocks are becoming the most 
important differentiators. 

 
Flexibility is becoming crucial for efficient design re-use in SoCs and derivatives where 
features and functionality are added over time. Furthermore, flexibility is increasingly 
necessary when supporting multiple standards (and modes), such as the VC-1 and H.264 
video CODECs, within a single SoC. This flexibility can be achieved by having 
programmable state machines instead of hardwired state machines in those blocks. As a bonus, 
programmability would allow for late changes to be done in software, mitigating the risk of 
design errors. 

 
Next-generation designs, especially for new video and wireless standards, have to handle 
enormous data-rates which results in tremendous throughput and computing requirements. 
Enabling programmability cannot result in decreased performance or energy efficiency as is 
the case in standard processors compared to hardwired logic. Therefore, more and more 
designers are adopting a design paradigm that combines the advantages of processors and 
hardwired logic into so-called Programmable Accelerators. 

 
A CoWare customer has presented a programmable accelerator for a video deblocking filter 
unit for standard resolution in set-top boxes at 160MHz. In addition CoWare has shown 
design examples of a programmable accelerator for a video deblocking filter unit that can 
operate at 200 MHz, support full, high-definition resolution and frame-rate, and at the same 
time be re-usable for the VC-1 and the H.264 video CODEC. This performance is achieved 
through the application-specific deployment of any conceivable computer architecture 
features: The data-path of a Programmable Accelerator is likely to be massively parallel and 
highly specialized for certain tasks. Similar to a hardwired implementation, functional units 
can execute in parallel. However, the control of the functional units is not fixed, as in a 
hardwired implementation, but taken over by an instruction decoder and a program, similar to 
a processor. This makes the function reusable in different applications and variations of an 
algorithm. Advanced programming schemes like software pipelining, combined with highly 
specialized parallel data paths, allows for an optimal utilization of the functional units. This 
achieves the highest throughput at lowest clock frequency. The functional units can 
communicate via dedicated registers and buffers and are not limited, for instance, by the bit-
width and size of a general purpose register file as is the case for processor instruction-set 
extensions.  



 
The integration of a programmable accelerator into a SoC platform is typically straight 
forward. The data and control interfaces of a programmable accelerator are likely to be similar 
to those of hardwired accelerators. Memory mapped registers may be used for the exchange of 
control data, tightly coupled memories with DMA (Direct Memory Access) may be used for 
data supply, and interrupts may be used to control the operation. Therefore, programmable 
accelerator can easily replace existing hardwired accelerators without changing the control or 
communication of the surrounding sub-system. 
 
However, the design complexity of programmable architectures compared to hardwired logic 
has been the major hurdle for its adoption. Designing programmable architectures using 
traditional, mainly manual, design flows requires software expertise on top of the hardware 
design expertise. While programming the architecture is not the issue, the software expertise 
is required as a variety of programming tools and simulation models have to be developed.  
 
As depicted in Figure 1, CoWare’s Processor Designer technology enables the design of 
programmable accelerators through the automatic generation of correct-by-construction and 
consistent software development tools, RTL and an instruction set simulator from a single, 
high-level C-based model. The model is realized by the designer using the Language for 
Instruction-Set Architectures (LISA). In the LISA model, the designer captures the 
architecture’s instruction-set assembly syntax, instruction-set encoding as well as the 
pipelined data-path and timing of the programmable architecture. The technology has recently 
been extended to support the OCP interface allowing designers to benefit from the 
interoperability and configurability enabled by the OCP technology. The flexibility offered by 
OCP is of major importance for the design of programmable accelerators as they have to be 
integrated with other off-the-shelf and custom IP into sub-systems (e.g. video-subsystem) 
which again will be part of an even larger platform. 

 



 

Figure 1 - CoWare ESL Design Solution 
 

In order to explore, implement and verify the programmable accelerator in the platform 
context, OCP interfaces are generated on multiple abstraction levels. Processor Designer 
expands into CoWare’s SystemC-based ESL design solution, allowing for the creation of 
virtual platforms used for hardware and software development. For the purpose of architecture 
exploration as well as software development, a SystemC instruction-set simulator (ISS) 
encapsulation with transaction-level OCP interfaces can be generated (TL2). This allows for 
the creation of fast and accurate virtual platforms employing one or more programmable 
accelerators and other IP (processors, peripherals, interconnect, etc.).  Throughput and latency 
exploration is enabled, as well as early software development.  

 
The CoWare ESL design solution also provides a seamless flow from exploration down to 

HDL implementation for the Programmable Accelerator design. A Verilog or VHDL model 
with pin-level OCP master interfaces (TL0) can be generated and co-simulated in the sub-
system context for verification purposes. Additionally, the generated RTL can be taken 
through standard EDA synthesis tools for rapid FPGA prototyping and final implementation. 
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